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ABSTRACT
Adversarial examples pose a serious threat to the robustness of
machine learning models in general and of deep learning models
in particular. These carefully designed perturbations of input images can cause targeted misclassifications to a label of the attacker’s
choice, without being detectable to the naked eye. A particular class
of adversarial attacks called black box attacks can be used to fool
a target model despite not having access to the model parameters
or to the input data used to train the model. In this paper, we first
build a black box attack against robust multi-model face recognition pipelines and then test it against Google’s FaceNet. We then
present a novel metamorphic defense pipeline relying on nonlinear
image transformations to detect adversarial attacks with a high
degree of accuracy. We further use the results to create probabilistic
metamorphic relations that define efficient decision boundaries
between the safe and adversarial examples; achieving adversarial
classification accuracy of up to 96%.
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1

INTRODUCTION

Machine learning and deep learning models for computer vision
are increasingly being used in safety-critical systems involving
autonomy and information feedback. There is now an implicit acceptance of the superiority of deep learning models for computer
vision tasks ranging from object detection and image segmentation to face recognition and video summarization. Many customer
facing sectors like banking, automotive industry, social media/ecommerce and search engines actively employ neural networks
to solve key problems in their business pipelines[7]. With all the
positive advances in accuracy benchmarks for deep learning applications, it is paramount to ensure all consumer-facing deep learning
models are robust to adversarial attacks.
Adversarial examples[9] are carefully crafted and often humanly
imperceptible additive noise patterns, which maximise the loss towards a targeted mapping of the input features. This causes the
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model to classify images previously classified correctly to an unwanted output label. However, the added noise, in most case, doesn’t
change a human’s confidence over the correct output label. The attacker can opt to perturb the images towards either maximising the
loss away from the correct label or can engineer the loss towards
misclassification to a particular target label. Furthermore, from [21]
and as evidenced by research in this paper, adversarial examples can
be engineered without access to the training data or model under
attack. These attacks, called black box attacks, are more difficult to
detect as opposed to white box attacks which assume prior access
to the model under attack. Researchers in the deep learning community have defined various deep-learning based defense methods
to overcome the threat of adversarial examples, but most of them
have been subsequently broken with iterative versions of advanced
multi-stage adversarial attacks [6][13]. Notable adversarial defense
approaches using auto-encoders like MagNet[11] and generative
adversarial networks (APE-GAN)[24] have also been broken using distance-metric based Carlini-Wagner attacks[25]. However, it
has been widely hypothesized that having networks with bigger
capacity and more data significantly reduces the effectiveness of
black-box adversarial attacks by decreasing cross-model transferability[5]. This paper tests the above hypothesis using attacks on
Google’s Facenet[12], one of the most highly cited research papers
in the face recognition space. FaceNet is a multi-neural network
model pipeline that detects faces and creates mappings of features
of faces to a high dimensional Euclidean space. This distance serves
as a measure of similarity between any two input face images.
Adversarial examples exploit narrow decision boundaries created by the piece-wise linear nature of neural networks, inherently
making them extremely volatile to data transformations[16]. The
adversarial defense methods employed in this paper are aimed at
exploiting this volatility of adversarial examples across the output
decision boundary, when the input is transformed using different
computer vision techniques. The goal of this paper is to create measurable statistical boundaries of separation between the behavior of
clean and adversarial examples, which could be tested against an unbiased test set and generalized to an entire data distribution. Given
the complexity of the FaceNet model architecture, when trained
on sufficient amount of training data, clean/unperturbed images
should be invariant to image transformations, while adversarial images should show a significant higher volatility in the output space.
However, when using linear image transformations, we observe
that the model causes indistinguishable behavior for both the clean
and adversarial examples. This led us to work towards developing
better defense mechanisms for networks with deeper layers and
voluminous training data. Through our previous research[23] on
employing metamorphic testing principles [26] to detect simple
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Fast Gradient Sign Method[16] based attacks on smaller networks
like Resnet-34[19], we were able to show the effectiveness of using
affine transforms towards creating decision boundaries separating
the behavior of clean and adversarial images. It’s also important
to note that these methods were developed for white-box attacks.
In this paper, we build on that approach, towards being effective
against state of the art "black box" attacks using multi-step projected gradient descent (henceforth abbreviated as MS-PGD)[5]
on pipelines comprising multiple models with high dimensional
input/output features. MS-PGD attacks are much more advanced
variants of FGSM[16] since they are use multi-step variants for
the l-∞ adversary. FGSM is only constrained to a single step for
the same adversary. Since our previously proposed techniques fall
short when dealing with black box MS-PGD attacks over FaceNet’s
multi-model pipeline, we study the differing behavior of clean and
adversarial examples to non-linear transformations and propose
a much improved detection mechanism that gives us robust adversarial detection accuracy of 96%. Furthermore, our proposed
approach, based on metamorphic testing principles, is invariant
to the complexity of the neural network, assumes no knowledge
of the input data/parameters of the model being attacked and is
robust even for attacks on networks with significant capacity and
training data. These results significantly enhance the prospects of
future research towards using metamorphic testing principles with
non-linear transformations to secure complex deep learning models
from state of the art adversarial attacks in both black and white
box settings.

2

CONTRIBUTIONS

To the best of our knowledge, the paper advances the state of
the art in face recognition, multi-model neural network pipelines,
metamorphic testing and adversarial attacks in the following ways:
• This is a novel attempt at understanding and codifying the
behavior of MS-PGD based adversarial examples in face
recognition pipelines, when subjected linear and non-linear
transformations.
• This is a novel attempt at successfully developing metamorphic relations for multi-model face recognition pipelines to
defend against adversarial black-box attacks. Furthermore,
our metamorphic relations do not require access to the output labels, attacked model’s input data or parameters, are not
compute-intensive and achieve state of the art robustness to
black box adversarial attacks on face recognition models.
• This is a novel attempt to create a benchmark of accuracy
measures for adversarial example detection in face recognition models.
Our research should serve as the first step towards understanding
the behavior of adversarial examples built with face detection models. The benefit of extremely low compute times, without relying
on voluminous labeled data for the training sets should serve as a
foundation to drive more research in using metamorphic testing
principles to secure consumer-facing face recognition models from
adversarial attacks.
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3

BACKGROUND

Face-detection deep learning models have become a critical component of various customer focused businesses in the security,
healthcare and marketing sectors. Numerous countries like China
have actively integrated such models in sensitive areas like payment portals and surveillance. In this scenario of active adoption,
being able to manage robustness of the neural network models
against adversarial examples is all the more critical. For instance,
a malicious adversarial image causing an AI model to grant entry
to the wrong person or allowing access to the bank records of a
victim could have adverse legal and economic ramifications for the
concerned business. The most commonly used models in research
for face recognition are Dlib[20], VGG Face 2[3], Deep Face[28],
Deep ID[27] and FaceNet[12]; with new models being iteratively
built that achieve marginal improvements over the state of the art.
Google’s FaceNet has been known for its robustness and invariance to pose, illumination and miscellaneous augmentations while
maintaining excellent identity classification accuracy metrics. The
architecture in itself is broken into three machine learning models for 1) face alignment to crop bounding boxes of the face and
realign features of the face to positions standard across all images
2) embedding model to create convert the face to high dimensional
numerical representations; which can then be used to numerically
compare distances between images 3) classification model to map
embeddings to identity labels. Additionally, the internal complexity of each model within the pipeline along with the multi-model
nature of the overall pipeline helped us unearth new properties of
adversarial examples developed using these models.

3.1

Adversarial Attacks: Black Box

Adversarial attacks can be categorized based on the level of access to
the model under attack as: 1) White box attacks, where the attacker
has access to model parameters, gradients and often the input data
2) Black box attacks, where the attacker is incapable of accessing
the input model and data. The attacker can mostly only query the
model under attack for outputs to corresponding images/input data.
There has been extensive research done to solve the problem
of adversarial examples in both white and black box settings but
most of the strategies have been focused on using neural network
based solutions with 1)need for massive compute resources/time
2)large labeled training and test sets 3) significant human effort
needed to label datasets. With all such attempts having been proven
unsuccessful especially when dealing data in the high dimensional
space, we build on our prior research which focused on the behavior of clean and adversarial examples (from white box attacks) to
linear affine transformations[23]. The linearly separable behavior
of these examples helped us create decision boundaries giving good
adversarial classification accuracy metrics with the FGSM attack.
In this paper, we use multi-step PGD attacks, a much more virile
attack against FaceNet’s multi-model pipeline. The architecture of
every deep learning model in the pipeline is scaled up in magnitudes of complexity to the traditional classification model tested
earlier due to both the capacity of said models and huge volume
of training data used. Additionally, given that the probability of
an attacker getting their hands on an in-house face recognition
model is relatively low, we focus our efforts towards building black
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box attacks and propose strategies to defend against them. Black
box attacks can be categorized into two sub-fields: 1) Adversary
having knowledge of the general model architecture but no access
to the underlying parameters, random initialization or input data 2)
Adversary having no information of the architecture, parameters,
random initialization or input data. We focus our efforts towards
black box attacks of the first category.

3.2

Metamorphic Testing Principles and
Approach

The metamorphic approach[26] for filtering adversarial examples
works accurately with "smaller" neural network based models while
achieving similar or better detection accuracy compared to deep
learning approaches. Deep learning based approaches would require manual labeling on training/test images to true identity mapping of images which is extremely time-consuming and expensive.
Additionally, having a human accurately label an image as clean
or adversarial approaches the realm of impossibility, considering
the often imperceptible nature of adversarial noise. Given the clear
lack of a deterministic test oracle, metamorphic relations are automated test cases created using prior knowledge of the domain and
do not require access to labeled data. It categorizes output labels
by quantifying the magnitude of change in the output data with
a corresponding change to the input; this magnitude of change is
then used to classify data to relevant identities. These metamorphic
relations, once developed, can be automated towards efficiently
spotting anomalies in software systems without relying on extensive GPU based compute.
Let 𝑓 (𝑥) : 𝑋 → 𝑌 (𝑋 ⊂ R𝑛 , 𝑌 ⊂ R𝑘 ) be a function of the face embedding model to map any given face image, X to a k-dimensional
embedding. For an adversarial input X being fed to the model,
let’s assume that a minimal transformation of 𝛿𝑥 to X yields an
L2-distance change of 𝛿 𝑦 in the output embedding vector from embeddings corresponding to Y. We hypothesize that given the volatile
nature of adversarial examples, certain transformation techniques
would cause input adversarial images to deliver output distance
changes 𝛿 𝑦 , which would be markedly different from transformations to clean face images. Since the training model in itself is built
to be invariant to a large number of perturbations in pose and illumination with a dataset of 3 million images, the hypothesis should
be sound for subsequent transformations that we employ in the paper. We then use statistical optimization methods to create effective
decision thresholds to separate the behavior of clean and adversarial examples. These decision boundary thresholds will then be used
to create metamorphic relations to predict adversarial images with
varying levels of confidence.
However, our work in this paper shows that adversarial images
from black-box attacks on FaceNet behave very differently to ones
from traditional white-box classification networks. These examples show similar robustness to clean examples when subjected
to even the most extreme magnitudes of linear affine transformations involving rotation, shear or resizing. This could be caused by
one or a combination of these: 1) Using a robust face alignment
model like Multi Task CNN[30] which uses a coarse to fine mapping to normalize linear transformations and re-align images 2)
The complexity of the face embedding model which is trained to be
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invariant to transformations in pose etc. courtesy the voluminous
training data of 3 million images. The FaceNet pipeline makes even
adversarial images robust to transformations, which inspired us to
research non-linear approaches with combinations of metamorphic
transforms to quantify separable behaviors of clean and adversarial
examples. In this paper, we propose and validate non-linear metamorphic transformation techniques involving minpool, maxpool,
JPEG compression and a combination of such transformations to
deliver peak adversarial filtering accuracy of 96%. Additionally, we
employ an elegant technique of threshold optimization to create
metamorphic relations. This technique focuses on maximising the
difference between true and false positive rate of classifications over
the training data, effectively giving us the best possible thresholds
for a given image transformation parameter.

4

RELATED WORK

To the best of our knowledge, this is the first attempt to develop
a black box adversarial defense pipeline for FaceNet or other face
recognition models, either using metamorphic principles or otherwise. Our statistical approach towards using non linear transformations to understand varying characteristics of adversarial and clean
examples in face recognition models could guide new research towards increasing robustness of complex multi-model face detection
pipelines. In terms of black box attacks on deep learning models,
there’s been prior work done on using PGD to launch white and
black box attacks on face recognition models. The work by Dong
et al[29] and as part of the Geekpwn CAAD[1] served as valuable
inspiration in iterating towards building a multi-step attack mechanism for the FaceNet model. We hope our defense mechanism
drives more effort towards research on developing advanced attack
and metamorphic defense approaches for face recognition models.

5 MODEL PREPARATION
5.1 Preparing datasets and deep learning
models
To simulate a black box setting, we train two separate face embedding models using datasets from completely different(in size and
complexity) data distributions. The model under attack (henceforth
refered to as M1) is created using the VGGFace2 dataset[4] with
over 3.3 million faces of 3000+ identities and trained using the
Mobilenet network[8]. The in-house model (henceforth refered to
as M2), used to generated black-box attacks, is trained using the
CASIA-WebFace dataset[2] of 453,453 images over 10,575 identities
and is trained on the Inception-Resnet V1 network[10]. Both models provide a validation accuracy above 99% when tested on the
LFW dataset[15]. The LFW dataset comprises over 13,000 images
collected from the web, with each face being labeled as the name of
the person and 1680 people having two or more distinct photos in
the dataset. A brief overview of the models used for each of three
sections in the face detection pipeline is provided below.
(1) Face Alignment and Feature Detection: We use the state
of the art Multi Task CNN[30] for face landmark detection
and re-alignment. The network in itself is branched into
three convolution networks to predict the face and landmark
location in a coarse-to-fine manner.
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(2) Face Embedding creation: We use M1 for the model under
attack and M2 to generate adversarial examples from images
in the LFW dataset. The embedding model (using softmax activation with triplet loss function[12] at the final layer) maps
every face to a unique embedding in the 512-dimensional
space. The Frobenius-distance between any two given image
embeddings provides a measure of similarity between the
corresponding input images.
(3) Embedding to Identity Classification: We train an SVM (Support Vector Machine) model[17] to map embeddings to their
respective identities.

5.2

Generation of Adversarial Example dataset

Adversarial examples are mathematically engineered noise perturbations to the input image that exploit automatic differentiation
capabilities in neural networks. The standard optimization technique of minimizing the loss function with respect to the input
parameters across the gradient descent curve is exploited to instead
maximize the loss with respect to input parameters. This leads to
the least possible perturbation in any input image that maximises
the loss towards misclassification of a victim’s true identity. We
focus on black box attacks, which are significantly harder to detect
than white box attacks. Additionally, proving adversarial detection
robustness towards black box attacks would validate the effectiveness of our approach for white box attacks as well. Using the LFW
dataset, we create a dataset of 10,000 adversarial images using the
multi step Projected Gradient Descent attack on the M2 model.
Multi-step PGD, expressed in Equation 1, is a much more powerful
alternative to the Fast Gradient Signed attack[16].

𝑥

𝑡 +1

=

Ö

𝑡

(𝑥 + 𝜖 ∗ 𝑠𝑔𝑛(∇𝑥 )𝐿(𝜃, 𝑥, 𝑦))

(1)

𝑥+𝑆

We can see that multi-step PGD minimizes the gradient of the
loss in the negative direction at every step. The 𝜖 value is used
to constrain the maximum amount of perturbation we are willing to add to the input image while maintaining perceptibility of
classification to the correct output with the naked eye. The set of
10,000 adversarial images created using an 𝜖 value of 15 achieved a
model misclassification accuracy of 89% on the model under attack,
M1 and 99.2% on the model used to create adversarial attacks, M2.
Figure 1 illustrates the result of our attack on M1 using an image of
Hugo Chavez, adversarialy perturbed to be incorrectly classified
as Kofi Annan. The [25%,50%,75%] percentile levels of embedding
distance from the adversarial image to real images of Kofi Annan
shows an average similarity of 95%. The human eye can clearly
see through the noise addition and would not be fooled towards
the observed target misclassification. For our defense pipeline, we
create balanced training and test datasets of 2000 and 600 images
each. We maintain an equal distribution of clean and adversarial
images in each of the two sets to prevent class imbalance.

5.3

Technology Stack

We use Tensorflow 2.0 with parallel compute strategies on a dual
NVIDIA 2070 Ti stack for training/validating FaceNet models and

Figure 1: Results of MS-PGD adversarial attack on Hugo
Chavez targeted as Kofi Annan; 𝜖 = 15
parameter logging. The adversarial example generation and metamorphic defense implementation were done without GPU support
to validate application in non-compute intensive environments.

6

ADVERSARIAL DEFENSE PIPELINE

The training/test dataset for developing defense techniques comprises images of 50 diverse people with each identity having at-least
10 images each. For every identity, a randomly selected image of
that identity is used to create adversarial images targeted against a
randomly selected person from the remaining 49 identities.

6.1

Measuring distance between face
embeddings

The embeddings we obtain from the model under attack, M1 are
(batchsize x 512) dimensional with embeddings of images of the
same person having a cross-embedding L2-distance metric close
to 1. The distance metric goes closer to 0 as the features in faces
start to move apart in terms of similarity. The distance of a test
image output from image embeddings of any given identity label is
expressed as 3 dimensional matrix of the 25, 50 and 75þpercentile
of L2-distances between the test image and each of the images of
the corresponding identity label.

6.2

Metamorphic Transformations

As explained before, we employ the metamorphic testing approach
towards creating probabilistic thresholds of separation in behavior
of clean and adversarial examples when subjected to various image
transformations. Our methods assume no prior knowledge of the
image being clean or adversarial, and assume no information about
the target label of the image in question. The robustness of the
FaceNet pipeline ensures that clean images are relatively stable
to linear or non-linear perturbations in the input image; ensuring
minimal transformation induced change to the output embedding
from the model. The same cannot be said about adversarial examples, given their reliance on the tight gaps in high dimensional
spaces leading to attackers exploiting decision boundaries for target
outputs. We use this feature of adversarial examples to hypothesize that for a given image x, face detection model Z and image
transformation function F, the sgn((Z(x) - Z(F(x)))) value should
be demonstrably more volatile and large for adversarial examples
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and relatively small for clean examples. Figure 4 is a useful representation of results for the above mentioned hypothesis when
using a combination of Minpool and JPEG compression transformations as F. Transforming a clean picture of Chavez causes minimal
change in the distance metric of the transformed image embedding
from other image embeddings of the un-transformed image output.
When an adversarial image of Chavez perturbed to a target label of
Kofi Annan is subjected to the same transform, the un-transformed
image distance metric shows extremely good promiximity to Annan images as the output label, while the transformed variant’s
distance to embeddings of the same output label drops to 0.5.
6.2.1 Proposed Threshold Detection Method. The sgn((Z(x) - Z(F(x))))
distance is expressed as a 3-dimensional vector V comprising the 25,
50 and 75th percentile of distances between the model output and all
image embeddings of the corresponding output label obtained prior
to transformation. For a given clean image X and its corresponding adversarial counterpart Xa, we could use the above mentioned
method to calculate corresponding distance vectors Vc and Va for
clean and adversarial examples respectively. The Frobenius-norm
between the two vectors should give us the mathematical difference
in properties of an adversarial image from a corresponding clean
image, when subjected to the same transformation. Once we have
the difference vectors for each of the clean-adversarial example
pairs, we use an optimization function that maximizes the (True
Positive Rate - False Positive Rate) over various threshold values on
the receiver operating characteristics curve[18]. This helps find a
threshold value of change that maximises the sensitivity and specificity in detecting adversarial examples. We subsequently develop
threshold based metamorphic relations to efficiently classify clean
and adversarial examples from black box attacks. Amongst the
transformation techniques used in this paper, our methods can be
separated into linear and non-linear transformations.

6.3

Affine/Linear Transformations

Affine transformations in specific are linear in nature, preserving
collinearity and distance ratios between points. The methods used
below are partially drawn from our previous paper. These methods
were validated on white box attacks for smaller classification models
trained on sparse data[23]. We employ some linear methods to test
their effectiveness against black box MS-PGD attacks on FaceNet:
6.3.1 Rotate Transform. : Rotate images to a randomly selected
value between 180 and 200 degrees With an optimized threshold
value of 1.605889, we were able to achieve 68.8% detection accuracy
with a specificity (true negative rate or accuracy of detection for
adversial examples) of 0.54 and AUC (Area under the curve) from
the ROC[18] curve of 0.540134.
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6.3.4 Blur Transform. : Additive gaussian blur with 𝜎 of 1.0 With
an optimized threshold value of 0.004448, led to 54.01% detection
accuracy with a specificity of 0.540268 and AUC of 0.540134.

Figure 2: Kernel density estimation plots of behavior of
clean and adversarial examples to affine transforms
We observe poor adversarial image detection with affine transformation methods, which can be attributed to 1) Re-alignment of
linear transformations in features by the multi task CNN model 2)
Complexity of M1 model that trained on large volume of data[5].
The results are consolidated in Figure 2 using a kernel density
plot of the differing behavior in distance metrics caused by these
transformations. We can clearly see ambiguous separation in density curves for clean and adversarial examples caused by factors
mentioned above; causing lackluster classification results.

6.4

Non-linear Transformations and
Transformation Combinations

The inefficiency of linear transforms towards creating efficient
thresholds of separation drove us to research alternative transformation techniques in computer vision which relied on randomelementwise and non-linear transformations. Following is a list of
transformation techniques used with a consolidated table of results
achieved over test data in Figure 4.

6.3.2 Resize Transform. : Resize images by 60% With an optimized
threshold value of 0.016005, we were able to achieve 76.58% detection accuracy with a specificity of 0.691275 and AUC of 0.688971.

6.4.1 Occlusion Transform. : Test the effect of occlusion by superimposing snowflake images sized between 0.2-0.3% of the input
image size.

6.3.3 Horizontal Flip Transform. : Mirror the images horizontally
With an optimized threshold value of 0.041676, we were able to
achieve 78.92% detection accuracy with a specificity of 0.791946
and AUC of 0.789306.

6.4.2 Alpha-Elementwise Transform. : Rotate each image by 20
degrees and alpha-blend it with the original using an alpha factor
of 0.7. The alpha factor defines the percentage of pixels from the
rotated image to use in the blended image.
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Figure 3: Illustration of differing distance behavior to images from a fixed output label when subjected to the Minpool + JPEG
compression transform combination

Figure 5: Adversarial Detection accuracy measures using
non-linear transformation techniques in combination

Figure 4: Adversarial Detection accuracy measures using isolated non-linear transformation techniques
6.4.3 Minpool Transform. Use kernel sizes of 4x4 to pool images
channel-wise over a sliding window; taking the minimum pixel
value per window. The resulting down-sampled image is then upsampled using linear interpolation[14].
6.4.4 Maxpool Transform. Use kernel sizes of 4x4 to pool images
channel-wise over a sliding window; taking the maximum pixel
value per window. The resulting down-sampled image is then upsampled using linear interpolation[14].
6.4.5 Medianpool Transform. Similar technique as above, except
we take the median pixel value over a sliding window.
6.4.6 JPEG Compression Transform. Decrease the quality of input
images by a strength value of 20%.
6.4.7 Poisson Noise Transform. Add poisson noise, sampled once
per pixel with an interval expectation of 40 [22].
We can see from results in Figure 4 that while occlusion doesn’t
work as expected, most of the other transforms in the non-linear
space deliver really good results. Transformation techniques involving Minpool, Maxpool and JPEG Compression produce adversarial detection accuracies over 90%. We subsequently work towards
studying the effects of combinations of our best transformation
techniques on detection accuracy.

6.4.8 JPEG Compression - Minpool - JPEG Compression Transform.
Composite transform comprising 1)Decrease the quality of input
images by a strength value of 10% 2) Implement Minpooling over a
kernel size of 3x3 3)Repeat 1.
6.4.9 Minpool - Alpha-Elementwise Transform. Composite transform comprising 1) Implement Minpooling over a kernel size of
2x2 2)Implement the alpha elementwise transform in Section 6.4.2.
6.4.10 Minpool - JPEG Compression Transform. Composite transform comprising 1) Implement Minpooling over a kernel size of 3x3
2)Decrease the quality of input images by a strength value of 20%.
Figure 5 illustrates that combinations of non-linear transforms
gives even better results over the accuracy and AUC metrics. A
combination of Minpooling and JPEG Compression in different
permutations helps achieve our best adversarial detection accuracy
of 96%. Additionally, during manual inspection of the results from
the 1st and 3rd combination transforms, we observed that most of
the misclassifications happened in images having multiple faces in
the same picture. Since our adversarial example creation approach
only perturbed the first face detected in every image, the method
gives us false positives if the Multi-Task CNN model picks the clean
face instead of the adversarial perturbed one. This edge case will
be accounted for in future research and should lead to even better
accuracy benchmarks for the same transformation techniques.
Based on the accuracy and AUC measures for classification, our
four best techniques for adversarial detection are 1)Minpool and
JPEG compression combined(95.98%) 2)JPEG compression, Minpool and JPEG compression combined(95.98%) 3)Minpool(93.64%)
4)Maxpool(91.97%). Observing the kernel density estimation plots
in Figure 6, we observe distinct thresholds with well separated
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the untransformed image. For a transformed image, we use Y of
the un-transformed image to compare distance metrics against.
6.5.1 MR1: Minpool and JPEG compression. For a given flattened
input image 𝑋 ⊂ R𝑛 fed to the embedding function f, we have input
and output embedding set of X and f(X) respectively. We use Z to
calculate the output identity label Y and distance vector D. Now we
use the transformation function V𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 from Section 6.4.10
to obtain a transformed tuple of X𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 and f (X𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 .
The transformed embedding output f (X𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 is now compared to image embeddings of the untransformed images belonging
to Y. This should give us a distance metric, let’s call it D𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 .
We now calculate the L2-distance between D and D𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 ,
henceforth called L2d. This value is compared against the threshold
for MR1, which has been learnt to be 0.317849. If L2d > 0.317849,
we classify X as an adversarial example with 95.98% confidence,
else allow it to be processed normally as a clean example.

Figure 6: Kernel density estimation plots of behavior of
clean and adversarial examples on the four best performing
non-linear transformation techniques
clean and adversarial peaks, minimizing Type I and Type II errors
significantly. We expect even better separation boundaries when
accounting for the edge case of images having multiple faces.

6.5

Metamorphic Relations

Using our results with non-linear transforms and threshold optimization, we were able to achieve stellar accuracy metrics in
detecting adversarial attacks on the face recognition based model,
FaceNet. Based on our results from the best detection strategies,
we propose four metamorphic relations (henceforth referred to as
MR) towards hardening face recognition models from black box
attacks (and consequently white box attacks). These metamorphic
relations use pre-learnt thresholds of separation as probabilistic
rules to distinguish between a clean and adversarial example. For
instance when using the minpool method of transformation, the
L2-distance between transformation-led behavior of a clean and
adversarial counterpart being greater than 0.401282 allows us to
classify it as an adversarial example with 93.64% confidence.
(1) MR1: Minpool and JPEG compression
(2) MR2: JPEG compression, Minpool and JPEG compression
(3) MR3: Minpool (4) MR4: Maxpool
For the purposes of the section below, let f be the embedding
model function of the FaceNet face recognition pipeline and V
the transformation function used to obtain an optimum threshold.
Additionally, let’s define Z as the classifier function that maps the
input embedding to the mean distance metric of available identities
and returns a tuple of classified identity label Y and distance vector
𝐷 ⊂ R3 . 𝐷 provides the 25th, 50th and 75th percentiles of distances
from the input image to images of the identity Y it is closest to for

6.5.2 MR2: JPEG compression, Minpool and JPEG compression. For
a given flattened input image 𝑋 ⊂ R𝑛 fed to the embedding function, f, we have input and output embedding set of X and f(X)
respectively. We use Z to calculate the output identity label Y
and distance vector D. Now we use the transformation function
V 𝑗𝑝𝑒𝑔𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 from Section 6.4.8 to obtain a transformed tuple of X 𝑗𝑝𝑒𝑔𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 and f (X 𝑗𝑝𝑒𝑔𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 . The transformed
embedding output f (X 𝑗𝑝𝑒𝑔𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 is now compared to image
embeddings of the untransformed images belonging to Y. This
should give us a distance metric, let’s call it D 𝑗𝑝𝑒𝑔𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 . We
now calculate the L2-distance between D and D 𝑗𝑝𝑒𝑔𝑚𝑖𝑛𝑝𝑜𝑜𝑙 𝑗𝑝𝑒𝑔 ,
henceforth called L2d. This value is compared against the threshold
for MR2, which has been learnt to be 0.401282. If L2d > 0.401282,
we classify X as an adversarial example with 95.98% confidence,
else allow it to be processed normally as a clean example.
6.5.3 MR3: Minpool. For a given flattened input image 𝑋 ⊂ R𝑛 fed
to the embedding function, f, we have input and output embedding
set of X and f(X) respectively. We use Z to calculate the output
identity label Y and distance vector D. We use the transformation
function V𝑚𝑖𝑛𝑝𝑜𝑜𝑙 from Section 6.4.3 to obtain a transformed tuple
of X𝑚𝑖𝑛𝑝𝑜𝑜𝑙 and f (X𝑚𝑖𝑛𝑝𝑜𝑜𝑙 . The transformed embedding output
f (X𝑚𝑖𝑛𝑝𝑜𝑜𝑙 is compared to image embeddings of the untransformed
images belonging to Y. This gives us the distance metric D𝑚𝑖𝑛𝑝𝑜𝑜𝑙 .
We calculate the L2-distance between D and D𝑚𝑖𝑛𝑝𝑜𝑜𝑙 , henceforth
called L2d. This value is compared against the threshold for MR3,
which has been learnt to be 0.452476. If L2d > 0.452476, X is an
adversarial example with 93.64% confidence.
6.5.4 MR4: Maxpool. For a given flattened input image 𝑋 ⊂ R𝑛
fed to the embedding function, f, we have input and output embedding set of X and f(X). We use Z to calculate the output identity
label Y and distance vector D. We use the transformation function V𝑚𝑎𝑥𝑝𝑜𝑜𝑙 from Section 6.4.4 to obtain a transformed tuple
of X𝑚𝑎𝑥𝑝𝑜𝑜𝑙 and f (X𝑚𝑎𝑥𝑝𝑜𝑜𝑙 . The transformed embedding output
f (X𝑚𝑎𝑥𝑝𝑜𝑜𝑙 is compared to image embeddings of the untransformed
images belonging to Y. This gives us the distance metric D𝑚𝑎𝑥𝑝𝑜𝑜𝑙 .
We calculate the L2-distance between D and D𝑚𝑎𝑥𝑝𝑜𝑜𝑙 , henceforth
called L2d. This value is compared against the threshold for MR4,
which has been learnt to be 0.435881. If L2d > 0.435881, X is an
adversarial example with 91.97% confidence.
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RESULTS

Our metamorphic non-linear image transformation based defense
pipeline delivers stellar results towards detecting black box, multistep projected gradient descent based adversarial attacks on FaceNet
models. We achieved a best-case adversarial detection accuracy of
95.98% using non-linear transformation combinations. Our pipeline
requires no knowledge of the input data or parameters of the model
under attack. Additionally, our adversarial detection process is
not compute intensive and does not require manual labeling for
either adversarial classification or providing the true embedding
distance/classification output of a face. This solution could play
an important role in hardening face-recognition models against
adversarial attacks without relying on compute/labeling costs. We
propose four adversarial detection MRs involving permutations of
Minpool and JPEG compression combinations, isolated Minpool and
isolated Maxpool transformations. These MRs deliver robust confidence based classifications of an input as clean or adversarial based
on a threshold learnt via the optimization technique explained
above. Based on research available, we seem to be first to set a
benchmark for defense against black box adversarial attacks in the
face recognition domain. We hope our work will drive more research towards using metamorphic approaches for defense against
adversarial attacks on face recognition models.
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DISCUSSION AND FUTURE RESEARCH

Our work towards observing the peculiar behavior of adversarial
images to linear and non-linear transformations unearths interesting properties of adversarial examples in multi-model pipelines.
Being able to map these behaviors over transformations could lead
to exciting research using generative models to eliminate adversarial perturbations from the image altogether. We also intend to use
the knowledge acquired towards developing better strategies of adversarial detection with metamorphic transformations. Accounting
for multiple faces in each picture would give us much better metrics
using the existing methods. Additionally, automating the process
of finding the best transformation metrics for each of our best performing metamorphic relations could also prove beneficial. Lastly,
we intend to validate our method in complete black box setups
against other state of the art face recognition models, employing a
range of different attacks like the Carlini Wagner attack[25].
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