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Adversarial Examples: Turning Planes Into Parachutes

• Small, carefully-crafted perturbations, imperceptible to the naked eye
• Can cause neural network to misclassify objects 
• Attacks don’t require detailed knowledge of images or model

• Generalizes across different machine learning models



Adversarial Examples

• Classification maps input features to 
output labels
• Mapping is approximate

• Manipulated inputs can push 
classification across labeling 
boundaries
• Basis of adversarial attacks

https://cacm.acm.org/magazines/2018/7/229030-making-
machine-learning-robust-against-adversarial-inputs/fulltext



Adversarial Attacks: Fast Gradient Sign Method

• Fast Gradient Sign Method  (FGSM) - popular adversarial attack model
• Can be targeted or untargeted
• We examined an untargeted FGSM attack

arXiv:1412.6572

https://arxiv.org/abs/1412.6572


Exploring Untargeted FGSM

• Used 11,000 maritime images from ImageNet with 
15 image categories 
• Built 34 layer residual network for image classification

• Test against unlabeled dataset of 2000 images
• Validation accuracy = 93%

• Accuracy decreases substantially as epsilon grows
• We used epsilon = 0.01 throughout



Countering Adversarial Examples

• Train ML models on adversarial images
• Train multiple different models over same training set 
• Train generative models to correct adversarial images

• Limitations
• Compute intensive
• Hard to acquire ground truth
• Needs lots of correctly-labelled adversarial data



Identifying Adversarial Images with Metamorphic Testing

• Hypothesis: Deep neural networks generalize to small affine transforms in clean 
images, but not in adversarial images
• Metamorphic testing method

• Given an input image, I, with unknown adversarial status
• Define a transformation function, f(I), that applies one or more affine transformations to I
• Apply deep neural network to classify I and f(I)
• If resulting classifications  are “equivalent,” conclude the image is clean, else conclude I is an 

adversarial image



Sample Transformation Functions

• Rotation
• Shear
• Scale
• Translate



When are Classifications Equivalent?

• Classification process generates a class label and a confidence value
• We run the classification process multiple times with multiple transformations
• To measure the difference between original and transformed images

• Classify the original image. Capture output label, l1, and confidence value, v1
• Transform the image and classify. Capture the output confidence values v2 for label l1

• Equivalency determination based on variation between v1 and v2
• Note: Don’t need to know whether l1 is the ”correct” label 



Observations: Rotation Transform



Observations: Rotation Transform

• Rotation angle ranges from 0.5 degrees in increments of 0.5 degrees

After 60 increments, we achieved 79.3% detection accuracy 
for adversarial examples and 97% for clean examples, with 
88.1% overall accuracy. 



Observations: Shear Transform

• Angle of rotational transformation from 1 degree in increments of 0.9 degrees

After 60 iterations, we achieve an adversarial 
example detection accuracy of 90% for adversarial 
and 100% for clean examples, with 95% overall 
accuracy



Observations: Scale Transform

• Scale down in decrements of 0.05%
After 60 iterations, we achieve an adversarial 
example detection accuracy of 85.3% for adversarial 
and 100% for clean examples, with 92.65% overall 
accuracy



Observations: Translate Transform

• Translation units from 0.05% in increments of 0.02%

After 60 iterations, we achieve an adversarial 
example detection accuracy of 93.7% for adversarial 
examples and 100% for clean examples, with 
96.85% overall accuracy



Summary of Key Results

• Classification of clean images was largely unaffected by transformations
• Classification of adversarial images was substantially affected 



Metamorphic Relations

Sample metamorphic relation (probabilistic) for Rotational Transform

ü Iteratively finding confidence variation for n samples for every X across N different rotational 
angles tested, we obtain the mean (say M(n)) and standard deviation (say S(n)) of the variation for 
clean examples in Xtrain

üGiven a test example, Xtestn, we iteratively test against whether the confidence variation for a 
rotational transform of X degrees exceeds M(n) + 1.5*S(n)

ü If any observation exceeds threshold, Xtestn is classified as an adversarial example with 79.3% 
confidence; else as a clean example with 97% confidence



Detailed Results Summary

• Metamorphic approach detected adversarial examples with ~90% accuracy 
• Best-case accuracy of 96.85% when using translate transformation 
• Shear and translate metamorphic relations were most effective

• Achieved comparable/better results to current deep learning detection 
approaches without 
• Knowledge of the actual “correct label” 
• Needing to generate a large number of adversarial examples for training

• Opens doors towards considering affine transformations as a fast, lightweight and 
accurate way to detect adversarial examples over building complex multi-layer 
classifier models 



Future Areas of Research

• Investigate our method on adversarial images generated with other attack type, 
such as Carlini and Wagner, DeepFool etc. 
• Test our approach over datasets such as CIFAR, MNIST to test the effectiveness of 

our method over lower resolution images



QUESTIONS?


